
Task 100 – Self-Replicating Nanobots 
 
Given the small constraints of the string length, this task is easily solved 
by simulating the requirements. Despite having numerous solutions, 
there are a couple of pointers we could keep in mind that would make our 
lives a bit easier: 
 
• As is the custom with all implementation tasks, we have to be 

careful not to go out of bounds while traversing the input string 
(keep in mind that with every iteration the length of the string will 
have been shortened by 1) 

• We have to handle all edge cases (essentially all cases where the 
sum of the indices of two letters is greater than 26) properly 

• To avoid complicating our code with unnecessary conditionals, we 
may calculate the sum of two letters modulo 26 to always receive 
the correct offset (and cover all edge cases simultaneously) 

 
The time complexity of the solution is O(n2). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



Task 200 – Learning Chess 
 
Similarly to the first problem, this one is once again a problem where we 
can get the answer by simulating every move and see if it is valid or not. 
Here are a couple of tips that would help avoid common pitfalls and 
contribute to making a more full-proof solution:  
 

• Instead of simulating every move separately, we can create 
movement arrays that would help describe the changes in the x or y 
coordinate of our piece (the arrays could be for example                 
dx = {-2, -2, -1, -1, 1, 1, 2, 2} and dy = {1, -1, -2, 2, -2, 2, -1, 1}) and 
generate every possible move by simple iteration of the arrays 

• We may also generate all combinations of the moves from one 
array (which can be for example {-2, 2, -1, 1}) and take all 
combinations that do not have the same absolute value, which will 
cover all moves (props to despotovski01 for this approach) 

• We have to consider all edge cases where a move is invalid (either 
going off the board or stepping on a piece with the same color) and 
deal with them properly 
 

Even though there are some computations required (such as going over 
the chessboard matrix or filling it in with pieces), the number of 
operations is more or less constant so the time complexity of the solution 
is O(1). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



Task 300 – Endless Run: The Sequel 
 
We may remember this problem from the previous CodeFu round, where 
it was a version of it with a bit of different wording as well as much lower 
constraints, resulting in a simulation type of solution being possible.  
 
This time however, we will face issues if we try to simply brute force due 
to huge timeouts for the larger test cases (which coincidentally take up 
about 70% of the cases). Thus, we need a far better solution to beat the 
time constraints. 
 
Let us start by saying that there are a number of valid solutions of this 
problem. While some are more elegant, some of them are simple 
optimizations of the brute force problem to make sure the solution barely 
passes. For the purposes of this editorial, we will stick only with the 
originally intended solution of the task since covering all of them would 
be impossible. 
 
The task once again revolves around finding the nth row of a elementary 
cellular automaton given its state-changing rules. Usually, in this type of 
problems making educated observations of the rules the automaton 
implies is key to finding a cost effective way to calculate the value of a 
particular state. Looking at the input-output relations and finding a 
pattern also proves to be very helpful. 
 
The first thing we should notice is the fact that each cell does not 
necessarily depend on 3 cells from its previous state. Albeit the rules 
stating it is so, we can make an observation that each cell is exclusively 
dependent on the XOR value of the first and third cells of the three from 
the previous state (in other words, a[i][j] = a[i - 1][j - 1] ^ a[i + 1][j - 1]). 
This means that we can completely ignore the middle cell and focus on 
calculating the rule like so.  
 
Even though we have optimized which values the rules requires, we still 
need to speed up the process of going through all of the values and 
calculating new ones based on them. Let us now notice that the only 
relevant part of the infinite rows are its substrings ranging from the index 
where the first 1 appears in the row to the index where the last 1 appears 



in the row. All other elements do not matter, since they would translate 
into 0s anyway (since 0 ^ 0 = 0).  
 
Instead of traversing the current relevant part of the row triplet by triplet 
and finding the next value of the state, we can also in fact shift the entire 
relevant part (since it is covered by trailing and leading zeros anyway) by 2 
bits to the left and just XOR the entire sequence altogether, resulting in 
the relevant part of the new state.  
 
Now to avoid again traversing every single row of 1s and 0s, we can 
actually just convert the relevant part of the state to a number (which will 
become a large one eventually, but we can compensate for this in each 
language in different ways) and shift it 2 bits to the left. XOR-ing these 
two numbers is much faster than previously and will definitely fit within 
the time constraints, while still defining a correct state when converted to 
binary. 
 
To shift the actual number by a certain number of bits to the left we may 
use the following relation: 
 
If Q(i, j) is a relation defining shifting number i by j bits to the left, then 
 

𝑄(𝑖, 𝑗) = 𝑖 ∙ 2* 
 
Or in our case, we would simply multiply the number by 4 and get our 
shifted result. To describe this more formally, the nth state of the 
automaton will be defined as: 
 

𝑎, = 	𝑎,./ 	⊕ (4	𝑎,./) 
 
Since we now have the relation to find the nth row of the automaton, we 
can easily find the solution by converting an to binary and counting the 
number of 1s that appear. 
 
The time complexity of the solution is difficult to determine. Although it 
might seem that it is O(n) due to its nature, the number of operations for 
the bigger numbers tends to get pretty large and is well above it.  



Bonus: 
 
Now that we have discussed an intuitive way of finding a solution, let us 
have a look at the problem background. 
 
Elementary cellular automata are particular types of automata that have 
only 2 possible values of their cells – a 1 or a 0. Each cell is directly 
dependent of the 3 cells above it, which means that there will be a 
number of rules describing this. The automaton described in the problem 
is the so called Rule 90 cellular automaton. One interesting fact about 
Rule 90 is that it is also called the Sierpiński automaton since a visual 
representation of its states assumes the form of the Sierpiński triangle. 
Taking this into consideration, we can use a property of the Sierpiński 
triangle (and consequently of Rule 90 as well) which states: 
 
“The number of active cells in a certain row is equal to 2 to the power of 
the number of 1s in the binary representation of the index of the row” 
 
In our case, the solution to the problem would be 2d where d is the 
number of ones in the binary representation of n. 
 
The time complexity of the solution is O(1). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



Task 400 – The Maintenance Team 
 
Disclaimer: This particular problem utilizes similar techniques of solving as 
did the other 400 task from the previous official round of 2019. For that 
purpose, we will not go over things that have been explained in the 
previous editorial to avoid needless duplication, so I will focus mostly on 
the new/different bits along with some edge cases and/or pitfalls that 
come with this problem. 
 
Similarly to the 400 problem of the previous round, this problem is again 
a complicated version of a maze which we need to go through in the least 
amount of steps. Whenever we encounter this type of problems it should 
be fairly obvious that we should use BFS. 
 
Furthermore, since we are seeing a lot of parts of the maze that 
contribute to different states (having a maze with a collected cover brings 
us to a different state of it, as well as having a hole covered) we will once 
again use bitmasks to account for all of these different states in a fast 
manner. Considering we can have at most 8 holes/covers, using bitmasks 
increases the complexity by 28 ∙ 28 = 216 which means it will easily pass the 
time constraints. 
 
The states we will need before running our BFS are the following ones:  
• x – coordinate of our current position  
• y – coordinate of our current position  
• a bitmask representing which covers we are currently carrying 
• a bitmask representing which covers we have covered so far 

 
Here are some additional technical details about how we are going to 
model the requirements of the task: 
 
• Moving left/right or up/down is handled by adjusting the x and y 

coordinates (x for left/right and y for up/down) 
• Stepping on a lowercase letter lets us pick up the cover of that 

particular shape 
• We have to keep track of the number of covers we are currently 

holding as we are not allowed to carry more than 3 



• Stepping on an uppercase letter lets us cover the hold of the 
particular shape if we have obtained the cover for it previously 

• Both the current covers we have obtained and the holes we have 
covered so far will be modeled by bitmasks  

• The 1s in the cover bitmask will represent that a cover of a certain 
shape has been picked up and is being carried, whereas the 1s in 
the hole bitmask will represent that a hole has been covered 

• Whenever we cover a hole and update the hole bitmask we have to 
make sure that we update the cover bitmask as well, removing the 
cover we just used from it so we can free some more space up 

• For clarity, we can label the covers/holes inside the bitmasks in 
alphabetical order (this means that if we have covers ‘a’, ‘c’ and ‘e’ 
the bitmask “101” would mean that we have obtained covers ‘a’ 
and ‘e’) 

• We can see the number of covers we have picked up at any point by 
counting the number of 1s in the cover bitmask 

 
For more insight on what bitmasks are and how they are manipulated for 
the needs of this task you can have a look here since the method is 
identical. 
 
Finally, the terminating statements of our traversal are the following: 
• The queue is empty, meaning a solution does not exist 
• The bitmask that handles which holes are covered (our last state) 

contains no zeros in its binary representation 
 
The time complexity of the solution is O(L∙W∙2c∙2h), where L represents the 
length of the maze, W represents the width of the maze, c represents the 
number of covers in the maze and h represents the number of holes in the 
maze. 
 
 
 
 
 
 
 
 
 



Task 500 – Beautiful numbers 
 
This problem is a relatively challenging mathematics task that involves a 
lot of edge cases to cover. 
 
Since any beautiful number S must be divisible by 2, 3, 5 and 8, we can 
deduce the following figures that must always hold for any S: 
 

1. S ends with a 0 (this follows from the divisibility rules by 5 and 2) 
2. The number formed by the last three digits of S must be divisible by 

8 (divisibility by 8 rule) 
3. The sum of the digits of S must be divisible by 3 (divisibility by 3) 

 
Lemma 1: The last three digits of S are 00/40/80 preceded by an even 
digit or 20/60 preceded by an odd digit 
 
Proof: 
 
The proof of this lemma follows directly from combining figures (1) and 
(2). We deduce this by finding all of the 3 digit numbers that end with a 0 
(since there are not a lot of them we can precompute this easily) and we 
can find a deterministic pattern between them. 
 
With this, we can conclude that Lemma 1 is true, consequently covering 
the first 2 figures. The only thing we need to do at this point is covering 
figure 3 at which point we would find a unified rule for beautiful numbers. 
 
To begin with, we sort all of the remaining digits into three buckets: 
 

1. Bucket 0 contains all the digits divisible by 3 (it can contain digits 
from the following set {0,3,6,9}). 

2. Bucket 1 contains all the digits whose modulo with 3 is 1 (it can 
contain digits from the following set {1,4,7}). 

3. Bucket 2 contains all the digits whose modulo with 3 is 2 (it can 
contain digits from the following set {2,5,8}). 

 
The goal now is to include as many digits as possible in the formed 
beautiful number.  



This problem can be reformulated as follows: 
Remove the smallest number of remaining digits (excluding the three 
digits to form the ending), such that the sum of the remaining digits and 
the ending is divisible by 3. If multiple solutions exist, choose the smallest 
digits for removal.  
 
It is obvious that the formed number can contain all digits from bucket 0, 
because their sum is divisible by 3. For the rest of the digits this is not 
necessarily the case and we should keep the divisibility rule in mind when 
choosing them.  
 
Let us observe the following scenarios: 
  
• The sum of all available digits is divisible by 3 

In this case, all of the digits are contained in the beautiful number. 
 

• The sum of all available digits modulo 3 is 1 
Following modular arithmetic rules leads us to the following 
conclusion:  a number whose modulo 3 is also 1 should be removed 
from the sum, in order to make the sum divisible by 3.  
 
The equation formulating this conclusion is: 
 
(𝑠𝑢𝑚 − 𝑑)%	3 = 0 ⇔ (𝑠𝑢𝑚%3− 𝑑%3)%3 = 0	

⇔ (1 − 𝑑%3) = 0 
 
So, if bucket1 is not empty, the smallest digit from bucket1 is simply 
not included in the beautiful number.  
 
What happens if Bucket 1 is empty? Then, we should once again 
choose some of the available digits that will not be included in the 
final beautiful number, such that their sum modulo 3 is 1. This is 
achieved by removing two (smallest) digits from Bucket 2. If Bucket 
2 contains less than 2 digits, it is impossible to form a beautiful 
number with the corresponding ending.  

 
 



• The sum of all available digits modulo 3 is 2 
Following the same logic as before, if Bucket 2 is not empty, the 
smallest digit in Bucket 2 is removed. If Bucket 2 is empty, the 
smallest two digits from Bucket 1 are removed.  

 
At this point, for each possible ending we have found the maximal rest, 
such that all of the constraints defining a beautiful number are satisfied. 
The next steps are to choose the maximum from the previously 
mentioned beautiful numbers (which is a fairly trivial task) and to return it 
in a RLE encoding. 
 
Finding the maximal beautiful number can simply be obtained with a 
greedy approach once we know which digits we are going to use by 
arranging them in decreasing order. 
 
The RLE encoding replaces a sequence of the same digit with a tuple 
(number_of_occurences, digit). So, the RLE encoding of the rest of the 
digits (not considering the ending) is easy; the digits are iterated from 
largest to smallest, and if the number of available occurrences is bigger 
than zero, the number of occurrences and the digits are added to the final 
string.  Then, the RLE encoding of the ending is added to the string. The 
tricky part is noting that these two encodings are not independent; 
namely, if the last digit of the remaining part is the same as the first digit 
of the ending, the encodings should be merged. 
 
In addition to this, there are a couple of other edge cases that need to be 
handled: 
• If 0 is not in the available digits, a beautiful number can’t be 

formed, so the answer should be “Impossible”. 
• 0 is a beautiful number, so if a larger beautiful number can’t be 

formed the answer should be “10” (0 in RLE encoding) 
• All leading zeroes should be removed. 

 
The complexity of the algorithm is O(1).  
 
 
 
 


